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Abstract

Recent success of Deep Learning models have provided big advancements in many fields including

robotic manipulation and control. There are cases when the sensors of a robot might suddenly

start receiving noisy or corrupted input signals, which directly affect the actions the robot

calculates to perform. In scenarios where the robot needs to complete the tasks at all costs, the

actions based on this unreliable information might not make the robot reach the goal. Thus,

there is a possibility for damaging itself while doing so. Therefore, it is important to predict

and utilize the actions in advance based on the reliable sensor readings the robot received in

the previous timesteps. This work is based on Guided Policy Search algorithm that provides

an end-to-end robotic learning framework, mapping vision and state configuration directly to

the actions. However, this algorithm predicts actions for one timestep only, based on previous

timestep’s sensor readings. We make this procedure more accurate by detecting disruptive noise

and verifying it by computing the probability of the current state belonging to the linearized

dynamics. For each of the timesteps the model predicts the future timesteps’ actions and upon

detecting significant noise it executes the planned actions.
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Chapter I

Introduction

Recent years have seen a number of important milestones in the field of AI and robotics. The

emergence of modern Deep Learning models and techniques have had a huge impact on the field

of computer vision, machine learning and self-learning systems. [15, 9] These advances have

also influenced the field of Reinforcement Learning [19], the applications ranging from decision-

making agents in game Go to end-to-end trained robotic systems. [12, 15] To achieve full scale

automation across wide range of industries and to build humanoid robots that are capable of

doing routine human labor tasks it is necessary to develop efficient learning algorithms that

are able to generalize across different tasks trained on few or limited data. Since some of

these systems are going to work alongside with humans it is important to guarantee safety and

robustness of such systems regardless of disturbances and sensor noise. [4]

As time goes on, many factors affect the performance of actuators and contribute to mal-

function and deterioration of sensor measurements. These include incorrect readings due to

improper sensor mounting, calibration drift in pressure sensors, printed circuit board (PCB)

issues and cybersecurity vulnerabilities.[14] Moreover, these malfunctions can result in injuries

and damage to infrastructure and the system itself. Therefore it is necessary to develop algo-

rithms that detect and mitigate these issues. The first step for such algorithms is to detect the

noise in the readings and understand the source of it.

Trajectory Prediction algorithms are utilized in various fields, in particular in autonomous

driving, manipulation and computer vision ranging from optimal control algorithms to algo-

rithms that predict human motion trajectories [7, 13].

1 Purpose of This work

The primary goal of this thesis work is to develop a detector that is capable of detecting high

discrepancies in the measured sensor data and find out whether Deep Learning models are

capable of effectively planning ahead and utilizing actions for several future timesteps. Below

you can see an example trajectory for some state variable.
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Figure I.1: Noisy measurement affects predicted trajectory

Here the xt−1 point represents the previous timestep’s measured and actual values. At

timestep t the sensor experience some biased noise and, hence, x̂t value is observed, but the actual

position is at xt. The solid black line is the mean path of the current trajectory distribution

and the dashed lines represent the region of low probability. The curved line above xt represents

the Gaussian distribution of the states at timestep t. Thus, it indicates that the observed

measurement is unlikely to be the actual state’s position. Moreover, due to this fact the policy

will try to make a correcting action to return to the current trajectory distribution’s path. The

policy will try to execute the action from the state x̂t to transition to state ¯xt+1. Hence the

actions produced based on this noisy measurement will divert the actual state’s position out

of the region of high probability and thus result in state xt+1 which might lead to undesirable

consequences such as injuries or damages to the robot or infrastructure. In fact, this action

might put the policy to a state from which it cannot recover and become unstable.

To mitigate this issue, we develop an algorithm that detects the noise and predicts actions for

several future timesteps and in case of sudden high noisy observations we execute the planed ac-

tions and, therefore, we preserve the actual state from diverting from the trajectory distributions

path.

The main contribution of this paper are listed below:

1. A noise detector based on Euclidean distance measure is proposed, and confirmed by

probability of transitioning to the measured state using learned Gaussian Linear Dynamics

model by using Mahalanobis distance.

2. A model based on LSTM cells is proposed to predict actions for a certain timesteps into

the future.

We successfully tested our algorithm on several MuJoCo environments and on a real robot

platform "Baxter".
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Chapter II

Background

In this chapter we will go through the theory and algorithms, on which our work is based on.

The core algorithm that helps us to collect samples and train the policy is called Guided Policy

Search(GPS). We will also explain main methods that are used in GPS and will cover the basics

of Recurrent Neural Networks.

Our work is primarily based on two papers [10] and [12]. The first paper investigates the

training of neural network policies with GPS when the dynamics are unknown. It explains how

a neural network can be trained to imitate the linear Gaussian controllers p(ut|xt) = N (Ktxt +

kt,Ct) and at the same time learn the linear dynamics model of the system p(xt+1|xt,ut).

The process of optimizing the dynamics is described in the next chapter and in this section

we assume that the dynamics are known. In [12] the authors explain the dual alternating

optimization process of both the trajectory distributions and the supervised policy learning. In

the sections below we will go through these algorithms.

1 Guided Policy Search with BADMM algorithm

The Guided Policy Search is a model-based Reinforcement Learning algorithm, that is used to

optimize trajectory distributions pi(τ) and specifically the linear Gaussian policies pi(ut|xt) with

an algorithm called Iterative LQR, which itself is a version of Differential Dynamic Programming.

It solves the problem of policy search, where an agent has to choose optimal actions ut for

some state xt according to some cost l(xt,ut). The policy search algorithms optimize the

expectation of trajectories’ cost Eπθ [
∑T

t=1 l(xt,ut))]. Thus, this problem is about optimizing

the parameters θ of the policy πθ(ut|xt) under dynamics p(xt+1|xt,ut). The policies themselves

can be represented by arbitrary functional approximators, including deep neural networks. Since

the direct policy search requires a lot of training examples, might converge slowly and can get

into poor local optima, a set of good "guiding" samples can leverage these issues by helping the

policy visit reward-rich regions and get out of poor local optima. The GPS algorithm generates

guiding samples that are generated with the linear Gaussian controllers pi(ut|xt) to train the

policy to match the guiding distributions. Thus the objective that is used to be optimized is a
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constrained problem

min
p,πθ

Ep[l(τ)] s.t. p(ut|xt) = πθ(ut|xt) ∀ xt,ut, t (II.1)

where τ = {x1,u1, . . . ,xT ,uT } represents a trajectory.

Dual descent with BADMM. To solve the constrained problem above a dual descent

method called Bregman Alternating Direction Method of Multipliers is utilized. Bregman diver-

gence is a distance measure between two points which is defined by a continuously differentiable

and strictly convex functions. Bregman divergence replaces the quadratic term in ADMM algo-

rithm, which authors claim allows to use different Bregman divergences to be used in problems

where the nature of the objectives require distance measures other than squared Euclidean dis-

tance.[22] Thus, in [12] the authors used KL divergence as it is more suitable to work with

probability distributions. Moreover, the constraint is multiplied by p(xt) because this way the

we get p(ut|xt)p(xt) = πθ(ut|xt)p(xt) and this allows us to write the Lagrangian equations

with expectations

Lθ(θ, p) =
T∑
t=1

Ep(xt,ut)[l(xt,ut)] + Ep(xt)πθ(ut|xt)[λxt,ut ]− Ep(xt,ut)[λxt,ut ] + vtφ
θ
t (θ, p) (II.2)

Lp(p, θ) =
T∑
t=1

Ep(xt,ut)[l(xt,ut)] + Ep(xt)πθ(ut|xt)[λxt,ut ]− Ep(xt,ut)[λxt,ut ] + vtφ
p
t (p, θ) (II.3)

Here, φpt (θ, p) and φθt (θ, p) are given by the following equations

φθt (θ, p) = Ep(xt)[DKL(πθ(ut|xt)||p(ut|xt))] (II.4)

φpt (p, θ) = Ep(xt)[DKL(p(ut|xt)||πθ(ut|xt))] (II.5)

Thus, the update equations for the alternating primal minimizations are expressed below

θ ← arg min
θ

T∑
t=1

Ep(xt)πθ(ut|xt)[λxt,ut ] + vtφ
θ
t (θ, p) (II.6)

p← arg min
p

T∑
t=1

Ep(xt,ut)[l(xt,ut)− λxt,ut ] + vtφ
p
t (p, θ) (II.7)

λxt,ut ← λxt,ut + αvt(πθ(ut|xt)p(xt)− p(ut|xt)p(xt)) (II.8)

In the above equations λxt,ut represents the Lagrange multiplier at state xt, action ut and time

t. The dual descent described above as was discussed before optimizes the policy to match the

guiding distributions and also it is matching the trajectory distributions to match the policy to

generate the samples that the policy can learn. This is done by adding the KL divergence terms

to the Lagrangians.
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2 Linear Quadratic Gaussian Regulator

Linear quadratic regulator is an optimal control algorithm that provides feedback to a dynamical

system with a minimal cost. Adding a Gaussian noise to the system results in Linear Quadratic

Gaussian regulator which is a fundamental problem in optimal control theory. The LQR algo-

rithm solves an optimization problem, where it finds a controller for a set of linear differential

equations by minimizing a quadratic cost. Thus, given a discrete-time system

xt+1 = Atxt +Btut, xinit = x0 (II.9)

yt = Ctxt (II.10)

a quadratic cost function

J = xTNFxN +
N−1∑
i=0

(xTi Qixi + uTi Riui) (II.11)

F ≥ 0, Qi ≥ 0, Ri ≥ 0. (II.12)

and a desired terminal state xN we need to optimize the trajectory to reach the terminal state

such that all the computed actions u1, u2, . . . , uN are optimal according to the cost function.

The control law that minimizes the cost is given below:

u = −Kx (II.13)

where K is

K = (R+BTPk+1B)−1(BTPk+1A+NT ) (II.14)

The Pk’s are found by recursively solving the Riccati equation

Pk−1 = ATPkA− (ATPkB +N)(R+BTPkB)−1(BTPkA+NT ) +Q (II.15)

If we add noise to the control actions we get a Linear Quadratic Gaussian controller

p (ut|xt) = N (Ktxt + kt,Σt) (II.16)

3 RNN and LSTM

One of the powerful tools to learn sequential data are Recurrent Neural Networks and particularly

Long Short-Term Memory cells or shortly LSTMs. Recurrent Neural Networks are a class of

Artificial Neural Networks that capture temporal features in a multidimensional sequence of

data to predict a label, next sequence value or a several sequential values for future timesteps.

The main applications of such networks are Text Comprehension, Natural Language Processing,

Speech Recognition and Generation and Time Series Analysis. [23]

One of the strong points of the RNNs are the parameter sharing, since we are not training

new parameters at each timesteps, we greatly reduce the number of variables that are needed to
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be learned. One could design an RNN with an arbitrary number of input and output units, and

there is a flexibility in how to choose inputs and the number of sequence elements to output.

The forward equations in a typical RNN are given as below:

a(t) = b + Wh(t−1) + Ux(t), (II.17)

h(t) = φ(a(t)), (II.18)

o(t) = c + V h(t), (II.19)
ˆy(t) = ψ() (II.20)

here weight matrix W ∈ Rh×h is the hidden-to-hidden connection, the weight matrix U ∈ Rd×h

is input-to-hidden and V ∈ Rh×q is hidden-to-output connections. The vectors b ∈ R1×h and

c ∈ R1×q are the bias vectors. The functions φ and ψ are the hidden unit and output activations

and they can be chosen freely. One of the main distinctions with MLP networks is that the

activation from previous timestep is saved and utilized in the current hidden units computation.

Figure II.1: RNN unfolded in time [16]

The figure above represents the computational process that happens in an RNN cell unfolded

in time.

LSTM. A more advanced type of Recurrent Neural Networks is called Long Short-Term

Memory. It belongs to family of gated RNNs. The vanilla RNNs have a problem with exploding

or vanishing gradients, when gradients in the backpropagation step either become too small or

too large. One of the solutions to exploding gradients was gradient clipping, where a gradient

is not allowed to become greater than a certain threshold. However, this approach only deals

with very large gradients and does not solve the problem of vanishing. Thus, gated memory

cells turn out to be useful.

The Gated Recurrent Units(GRU) introduce a new concept of gating hidden states. Often

there are long sequences where an element in the beginning affects elements in the end of the

sequence. Thus it is important to save these long sequential dependencies and connections. There

are two main gates in GRUs reset gate and update gate. The reset gate decides which elements

of the of the previous state or in other words information from the past becomes forgotten.

The update gate on the other hand controls which of the past information is preserved. The
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equations are given below. The update gate:

u(t) = σ(bu +
∑
j

Uuj x
(t)
j +

∑
j

W u
j h

(t−1)
j ), (II.21)

the reset gate

r(t) = σ(br +
∑
j

U rj x
(t)
j +

∑
j

W r
j h

(t−1)
j ), (II.22)

and the final update equation of the hidden state is

h(t) = u(t−1)h(t−1) + (1− u(t−1))σ(b+
∑
j

Ujx
(t−1)
j +

∑
j

Wjr
(t−1)
j h

(t−1)
j ). (II.23)

The LSTM cells are similar to the GRUs. They have more gates with an extra internal

state called "memory cell" which assists in memorizing additional information. Because of these

memory cells we obtain a flexibility on how we select which information is preserved or updated.

Hence, there are forget, input and output gates. The forget gate f (t) regulates how much a

certain value will persist in the cell, the input gate g(t) regulates how much new information is

passed to the cell and the output gate o(t) regulates the amount of cell’s information used to

calculate the output. Below you can see a schematic that shows the data flow between different

nodes.

Figure II.2: LSTM
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The equations involved in computations inside an LSTM are

f (t) = σ(Wfx
(t) + Ufh

(t−1) + bf ) (II.24)

g(t) = σ(Wix
(t) + Uih

(t−1) + bi) (II.25)

o(t) = σ(Wox
(t) + Uoh

(t−1) + bo) (II.26)

c̃(t) = tanh(Wcx
(t) + Uch

(t−1) + bc) (II.27)

c(t) = f (t)c(t−1) + g(t)c̃(t) (II.28)

h(t) = tanh(c(t))o(t) (II.29)

here c̃(t) is a candidate for a new cell state and c(t−1) is a cell state from previous timestep. The

last equation above controls the extent to which the cell states get to be forgotten or replaced.
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Chapter III

Methodology

In this section we present an algorithm for solving the problem described in Introduction. The

solution consists of 3 steps: sampling the trajectories with iterative LQR, fitting the linear

dynamics and end-to-end learning. First we describe the sampling strategy. The method for

fitting the linear dynamics is based on the work of [Levine, 2014]. Since directly optimizing and

learning a non-linear system is very costly in terms of computation and complexity of algorithm.

1 Data-driven Linear Dynamics Model

1.1 GMM

Gaussian mixture model is a parametric probability distribution which is a sum of individual

Gaussian distributions that comprises of K mean modes called clusters. Together with the EM

optimization algorithm, it makes up a clustering algorithm that assigns each point of the dataset

D = {x1, x2, . . . , xN} to a cluster of the model that has the biggest weight. Each of the points

xi of the dataset D are m-dimensional vectors. Thus the overall probability distribution that

has generated the samples of the dataset D can be described as follows:

p(x|Θ) =
K∑
i=1

αiN(x|zi, θi) (III.1)

Where N(x|zi, θi) are multivariate Gaussian densities. In the above equation zi’s are elements of

Categorical distribution of which only one element is nonzero and equals one. It corresponds to

the distribution that generated the sample. [EM] The θi’s are the parameters of the Gaussian

distribution, and they comprise of means and covariances: θi = {µi,Σi}. The coefficients αi are

the probabilities p(zi) that a certain cluster generated the sample. Furthermore, since they are

PMF’s, they sum up to one
∑K

i=1 αi = 1.

Membership weights. Proceeding forward to measure the uncertainty of which cluster

has generate a particular point xi, a set of weights are calculated to generate probabilities of
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relatedness to each component of the mixture model.

wik = p(zik = 1|xi,Θ) =
pk(xi|zk, θk) ∗ αk∑K

m=1 pm(xi|zm, θm) ∗ αm
, 1 ≤ k ≤ K, 1 ≤ i ≤ N (III.2)

E step

First of all, either the parameters of the distribution or weights are randomly initialized in the

beginning. In the first case the E step is conducted and then M step is followed, in the latter

case the E step is skipped and M step is performed

The E step of the EM algorithm comprises of evaluating the membership weights wik for all

xi, 1 ≤ i ≤ N , points of the dataset D and the mixture clusters 1 ≤ k ≤ K. Since for each xi
the wik represents the probability of belonging to a certain cluster, we have the following sum∑K

k=1wik = 1. Thus, we get a membership weight matrix of size N ×K.

M step

At maximization step, we calculate new αi weights, the new means and covariances of each

clusters, µk’s and Σk’s. Summing the membership matrix by rows, we sum the probabilities of a

particular data point of being generated by a cluster and summing by columns,
∑N

i=1wik = Nk

will yield the number of points xi assigned to cluster k. Therefore, the new mixture weights αi’s

are estimated as follows

αnewk =
Nk

N
, 1 ≤ k ≤ K. (III.3)

The updated mass of the clusters are calculated as empirical mean with each of the data points xi
multiplied by the corresponding membership weights wik, thus we get an m-dimensional vector

µnewk = (
1

Nk
)

N∑
i=1

wik · xi, 1 ≤ k ≤ K. (III.4)

Then then new covariance matrices are estimated accordingly, this gives is anm×m-dimensional

matrix, the equation is presented below

Σnew
k = (

1

Nk
)
N∑
i=1

wik · (xi − µnewk )(xi − µnewk )t, 1 ≤ k ≤ K (III.5)

Upon estimating new parameters, the M step is complete and the EM algorithm completes it’s

first iteration.

The EM algorithm alternates between execution of E and M steps, until the maximum

number of iterations is reached or convergence is achieved. The convergence is detected by

estimating the log-likelihood of data points belonging to the current distribution parameterized

with the newly estimated parameters, after every iteration. If no significant change is detected,

the convergence is achieved and the data fitting is complete.

log l(Θ) =

N∑
i=1

log p(xi|Θ) =

N∑
i=1

(log

K∑
k=1

αkpk(xi|zk, θk)) (III.6)
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The pk(xi|zk, θk)’s here are the Gaussian mixture components.

1.2 Dynamics Fitting

In the previous chapter we discussed how one could generate actions using the LQR controller

with a known dynamics system. But what if we don’t know N(fxtxt + futut + fct, Ft) the

linearized model of dynamic system? Since many robotic applications have complex nonlinear

systems, it is hard to design a proper controller for them. One way to approach this problem

is to learn the linearized model for such systems and then solve the LQR controller for it to

gather locally optimal sample trajectories. According to authors of the following papers [10, 12]

a more sample efficient approach comparing to a naive fitting of linear regression model, would

be first to fit p(xt+1|xt, ut) the trajectory samples collected from the previous iteration’s LQR

controller’s rollouts, of the form {xt, ut, xt+1} to a global dynamics model, which is a Gaussian

Mixture Model. This model is valid only in the vicinity of the samples and on it’s own is a bad

estimate of the dynamics. Note that for the estimation of the global model we use all available

points, since again does not need to be a good forward dynamics model. Nevertheless, we can use

this model as a prior for a linear regression model, this way we provide a good prior knowledge

of the environment and greatly reduce the need for a huge amount of data. Since the GMM

has different modes and corresponds to piece-wise linear functions, it is a good candidate for

learning discontinuous dynamics such as contacts with objects.

To use the Gaussian Mixture model as a prior for our Time-Varying Linear Dynamics System,

we use it to create a normal-inverse Wishart prior for the means and covariance matrices at every

timestep. After that we condition on this prior distribution to obtain the dynamics of the form

p(xt+1|xt, ut). The goal is to learn the matrices and vectors: fxt, fut, fct and Ft. Once we

estimate the parameters of the global GMM model we then compute the empirical mean µ̂ and

covariance Σ̂ of the dataset D. The normal-inverse-Wishart model has 4 parameters, Φ, µ0,m

and n0. Where the Φ = noΣ̄, µ0 = µ̄ and Σ̄, µ̄ are the mean and covariance of the GMM. As to

m and n0 they are number of data points in the dataset. Hence we can calculate the posterior

parameters as follows

Σ =
Φ +N Σ̂ + Nm

N+m(µ̂− µ0)(µ̂− µ0)T

N + n0
µ =

mµ0 + n0µ̂

m+ n0
. (III.7)

After that we condition the acquired distribution on the state and action vector [xt;ut],

which completes the process of fitting the data and we get the time-varying linear dynamics

model p(xt+1|xt, ut) = N(fxtxt + futut + fct, Ft).

2 Noise Detection and Trajectory Prediction with LSTMs

Noise Detection. In this section we present the general architecture of the overall network,

the way noise detected in our algorithm and how the future actions are predicted to mitigate

12



the unreliable sensor information. In the introduction we discussed how noisy measurements

can significantly affect the calculated actions and the consequences of such decision-making.

Below we propose simple, yet, powerful method that detects significant deviations from the

trajectory’s dynamics transition estimation. Since the control actions are limited to certain

applicable amount, the transitions from one state to another are also restricted if no external

disturbance is applied onto the system.

In our work we use the Euclidean distance measure between previous and current states to

detect unusually high state transitions and then verify this detection with the learned dynamics

transition model described in the previous section. This allows us to detect high biased noise.

Figure III.1: Network architecture.

As seen from above we used 4 fully connected layers and two LSTM cells. The input to

the network is robot arm configuration that includes joint angles, joint angle velocities, end-

effector positions and end-effector velocities. We train the MLP network separately from LSTM,

with the BADMM algorithm to imitate the LQR controllers, thus the the network outputs

the action for the current observation of the agent. For the LSTM layers we concatenate the

previous N timestep states’ actions and measurements along with current timestep’s [xt;ut]

vector. The output dimensionality is set to K times the action vector size, to produce K future

timestep actions. After the networks are properly trained, we can deploy the model on the agent.

The algorithm runs this way at every step N state-action pairs from previous N-1 and current

timesteps, then it computes the distances between the previous and current state vectors. If

the distance is large it verifies it with dynamics model prediction. In case the dynamics model

confirms the unreliable sensor data, the planned actions from previous timestep will be executed.
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Figure III.2: The sensor data is ignored and predicted actions are utilized.

The figure above represents the detection of the unreliable information from the sensor that

detected a state with low probability of transitioning x̂t and execution of the previous timestep’s

predicted actions. To detect the noisy measurements we use Euclidean norm distance between

consecutive timesteps’ states. If the value of this difference is greater than certain threshold and

the probability of this state being noisy is higher than a certain value we execute the predicted

actions. To calculate the probability of a measured state vector being noisy we compute the

distance of this vector to the probability distribution using the Mahalanobis distance. Then

using chi squared distribution we compute the probability of a state being higher than the

observed value. The thresholds are found experimentally according to the environment and the

system. Our algorithm is executed during policy execution, hence, we assume that the network

is already trained with the GPS algorithm.
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Chapter IV

Experimental Results

In this chapter we present the experimental settings and results to prove our hypothesis. For this

purpose we consider several MuJoCo environments and test algorithms on several tasks, namely

peg insertion, reacher and pusher. MuJoCo stands for Multi-joint dynamics with Contact. Due

to its speed, high accuracy and ease of modelling it became a defacto physics simulator engine

for fields like optimal control, reinforcement learning and robotics. Some of the key features of

this simulator are simulation in generalized coordinates, simulation of particle systems, various

types of actuators and etc.[20] Furthermore, we test our algorithm on a real robot platform

"Baxter".

1 PR2 agent

In this section we describe the environment setting used for the task Peg insertion. For this

task we used PR2 robot agent model. The goal of the task is to insert a peg into a hole

from initial arm condition. For the experiment we used 100 timesteps to train the robot.

Figure IV.1: PR2 peg insertion task

The dimensionality of the system are

as follows the joint angles and veloc-

ities are 1 × 7 dimensional vectors,

the end effector points and velocities

are 1 × 6 each. Therefore, the total

dimensionality of the input vector is

1×26 and for the output of the MLP

layers we have 1× 7 dimensional ac-

tion vector which is applied as joint

velocity speeds. The LSTM layers

had x parameters in total. Below we

make the performance comparisons

between the different input and out-

put configurations. The cost func-
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tion to be optimized is sum of 3 cost

terms: torque cost, forward kinematics(fk) cost and additional fk cost for the last time step

only. The torque cost penalizes very large values for actions, the fk cost penalizes the distances

between end effector and the target position, the additional fk cost penalizes the agent if it did

not reach the target at the last timestep or it reached at some point in time, but then diverged.

In this task the policy was prone to slipping from target, hence adding the additional fk cost

puts additional constraint.

2 Reacher agent

Figure IV.2: Reach task

The reach task consists of an agent with two

joints that need the end-tip to reach a cer-

tain point. In the Figure 2 the end-tip(green)

has to reach the white square. The total di-

mensionality of the agent is 1 × 4 with joint

angles and velocities 1 × 2 each. The LSTM

network had x parameters. In this task cost is

a sum of two cost terms: the torque cost and

fk cost. Here, we don’t add additional fk cost,

since this task is much simpler than the 3D

peg insertion task and it can accomplish the

task without it.

3 Baxter robot

Figure IV.3: Baxter robot

The Baxter robot platform consists of a torso

body mounted to the ground with two ma-

nipulator arms attached, with a total 14 de-

gree of freedom agility, 7 for each arm. It has

torque, velocity and position sensing on each

joint. The robot is controlled with ROS oper-

ating system via PC workstation. Here we are

using the similar setting as in the peg insertion

task. In this task we require the end-effector

of the right arm to reach and insert a block

into the base of the arm’s end-effector. Here,

analogously, to the simulated PR2 robot peg

insertion task and Reach task, we use torque

cost to penalizes very large joint movements, but instead of forward kinematics cost we use state
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cost along with waypoint cost. The state cost computes the difference between the position of

the arm at time step t and the final position of the joints with end-effector on the target. This

way we can control the orientation of the joints when the arm reaches the target. The waypoint

cost add additional constraint for states to pass through certain points and is used for helping

the linear Gaussian controllers to converge faster.

4 Results

In this section we present the experimental results for the performance of the proposed algorithm

for the noise detection and the prediction of actions. First we will show the performance of the

detector on each task with biased noise added to the sensor measurements. We conducted

the experiments with several neural net architectures for each environment. These are different

LSTM network configurations, the number of timesteps for input of the LSTM layers and number

of timesteps to output. Moreover we are going to compare the policy costs for 3 different scenarios

without noise, with noise and with predicted actions executed when the noise is detected. For all

the tasks we noticed that the LSTM layers produce actions that follow the trajectory very well

without abrupt movements unlike the scenarios when the noise is added at certain timesteps.

This is reflected by the cost of the trajectories. We trained 4 different LSTM networks for each of

the tasks, to see how the performance changes depending on the number of input timesteps and

the number of timesteps to output. We first tried to use more input timesteps than the timesteps

to output and gradually increased the number of output timesteps for other networks. For the

first network we used 5 timestep window to output 1 action. Thus, we use prior 5 timesteps

not including current one to generate current timestep’s action. Hence, if noise is detected we

use the predicted action instead of the calculated action based on noisy observation. The other

networks have following architectures: 5 input timesteps to output 3 actions, 3 input timesteps

to output 3 actions and 3 timesteps to generate 5 actions. We will refer to these networks as

5-to-1, 5-to-3, 3-to-3 and 3-to-5.

Since it is impossible to compare the performance of a trajectory with feeded noise and the

trajectory with predicted actions just from one trajectory rollout, we make 4 trajectory trials

with the no noise, noisy, with filtered states and predicted actions settings. Here the comparison

would be valid, because the policy is deterministic and does not contain noise in the actions.

Reach task. For the reach task as we mentioned before, we need the agent to reach a

certain point in 2D space. The policy converged in 14 GPS BADMM iterations. At this point

the policy and the linear Gaussian controllers were robust enough and, therefore, the samples

from the LQG controllers were taken to train the LSTM layers. Since this task was fairly simple

it converged very quickly with a few samples given.

The dynamics model was trained well enough and along with the euclidean detector it has

detected and confirmed all the noisy inputs that were given. In below figure you can see the

noise added every 10 timesteps starting from 8th.
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Figure IV.4: Noise added at every 10th step detected

The spikes represent the identified noise. Here the detector measured high deviation from

the previous timestep and the dynamics transition model has confirmed that such deviation is

due to the noisy observation. The thresholds are found experimentally and for this environment

we set the detector threshold value of 2 and the threshold for dynamics model was set to 5. The

model is pretty robust and can capture most of the deviations including small noisy observations.

Here the noise added was biased Gaussian noise with mean 10 and variance 1. Notice that for

the detector we have similar distance at the timestep it was imposed and the next timestep,

since this observation is included in both calculations. In table IV.1 we included the policy costs

for the 3 types of trials we mentioned before for each of the LSTM network configurations. Since

the policy itself is deterministic, we have the same policy costs for each of the LSTM nets. We

add different types of noise to demonstrate, how accurately the detectors can capture the given

disturbances in the measurements. For the 5-to-1 LSTM net the policy with Gaussian noise of

mean 15 had a cost of 330 and whereas the cost of plain policy was only 2.03. Moreover, the

trial with the proposed algorithm utilized successfully detected, used the predicted actions and

reached the target point. In this case the policy cost was a bit higher than the plain policy cost,

with value of 2.08, but it was significantly less than the the trial with actions based on noisy

observations. Similar results can be seen for other network architectures. Whereas the trials

with proposed algorithm mitigate the issue with very abrupt movements and predict actions

that are similar to the ones produced by the original network. The costs of the trajectories

with predicted actions for all of the LSTM networks are pretty close to each other, though the

network 5-to-3 LSTM had slightly larger cost.

Having compared the costs, let’s now see how the trajectory differences, the one with actions

based on noisy measurements and the one with predicted actions differ from the trajectory

generated by the original policy. In figure IV.5 we have the results for the comparison of

the 4 LSTM networks under consideration. As it can be seen from the figure the trajectories
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Reach task

Setting/Model in:5, out:1 in:5, out:3 in:3, out:3 in:3, out:5

Plain policy 2.03 2.03 2.03 2.03

Policy with noise 34.74 35.69 58.67 141.56

With filtered states 60.55 67.54 266.00 1661.63

With predicted actions 2.08 2.06 2.08 2.08

number of parameters 25344 28599 20389 20627

Table IV.1: The policy cost comparisons for the reacher task with different number of input and

output timesteps

with noisy observations have very high disturbances and displacements from the plain policy

trajectory. Same result is observed for the trajectory with the filtered states as well

(a) 5-to-1 LSTM (b) 5-to-3 LSTM

(c) 3-to-3 LSTM (d) 3-to-5 LSTM

Figure IV.5: The distance between the original policy trajectory with the trajectory that has

noisy observations and the trajectory with predicted actions utilized.

whereas the trajectory trial with proposed method yielded differences close to zero with only
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small deviations. These deviations are due to the fact that the LSTM models are not trained

on the policy samples, but trained on the samples from the LQG controllers, which have some

stochasticity and therefore the actions are inherently different from the policy actions and are

used to diversify the training data. In fact, this difference is not significant and thus negligible.

Due to this fact the differences are higher at the initial timesteps. The distances at each timestep

do not exceed the magnitude of 1.5.

Peg insertion task. Similarly, to the reacher environment we have 4 LSTM networks to

compare for the peg insertion task. The policy network converged in 8 GPS BADMM iterations.

The policy network, linear Gaussian controller and the dynamics model trained well enough.

With the samples taken from the LQG controller trials we trained the 4 LSTM networks under

consideration.

The noise added to the system was the biased Gaussian noise of mean 5. In figure IV.6 the

noise is added at every 10th timestep. The noise detector has captured all measurements with

noise and the dynamics model confirmed the wrong observations.

Figure IV.6: Noise added at every 10th step detected

Notice that there is a spike in the initial timesteps for the detector output, it is due to the

fact that for the initial timesteps the policy creates actions that are higher in magnitude to

achieve the terminal state faster so as to minimize the cost and, hence, moves quicker than in

the later timesteps. Despite this the dynamics are not violated and the predicted actions are

not executed although the threshold value for the detector is exceeded.

In table IV.3 the reader can see the policy costs for the LSTM networks, similarly to the reach

task the the plain policy trials are same for all the networks. As to noise we feeded different

values for the noisy trials, to see the differences between the 3 types of trials better. Thus,

the policy costs with noisy measurements are different for these networks. We used a biased

Gaussian noise of mean 4 and variance 1 for 5-to-1 LSTM, noise with means 8, 5 and 14 for the

networks 5-to-3, 3-to-3 and 3-to-5 LSTMs respectively. The variances for these networks were

also equal to 1. As it is seen from the table the policy costs of the trajectories with actions from
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Peg insertion task

Setting/Model in:5, out:1 in:5, out:3 in:3, out:3 in:3, out:5

Plain policy -580.4 -580.4 -580.4 -580.4

Policy with noise -336.53 -338.54 -333.73 -334.0

With filtered states -292.21 -230.64 -16.22 -272.0

With predicted actions -579.47 -593.48 -579.38 -552.96

number of parameters 25344 28599 20389 20627

Table IV.2: The policy cost comparisons for the peg insertion task with different number of

input and output timesteps

the proposed method are very close to the original policy and in case of 5-to-3 LSTM the policy

cost was even less than the cost of the original policy. Comparing the considered networks, we

see that the network that had fewer input timestep state and actions than the output actions

had greater cost than the other networks. This is due to the fact that this network has to

predict more actions at once than the other networks. All the trained LSTM networks reached

the target.
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(a) 5-to-1 LSTM (b) 5-to-3 LSTM

(c) 3-to-3 LSTM (d) 3-to-5 LSTM

Figure IV.7: The distance between the original policy trajectory with the trajectory that has

noisy observations and the trajectory with predicted actions utilized for the peg insertion task.

In figure IV.7 the reader can see the trajectory differences between the 2 trials with the

original policy trajectory: the trajectory with the noisy observations and the trajectory with

the predicted actions applied. From the figure we see that the trial with the noisy observations

experience stronger disturbances and deviations from the original trajectory, whereas the one

with predicted actions applied stayed close to the original trajectory, although it is worth noting

that for 5-to-1 LSTM the distance was higher than the trajectory with noise for some of the

initial timesteps.

Baxter experiments. In this section we will present the experiments we did on the real

robot platform Baxter. We have run the GPS BADMM algorithm for 21 iterations and the

policy has converged at this iteration. Compared to simulated experiments, we trained the

LSTM networks using the policy samples, since the trajectory samples from the linear Gaussian

controllers had high stochasticity in the samples and thus were not suitable for training the LSTM

layers. Thus, we used the samples collected from the policy. We generated 50 trajectories, and

since the motors of the robot have some inherent inaccuracies the generated trajectories were
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not deterministic and were good enough to be trained on. In these experiments we had the peg

insertion task for the Baxter robot. It had to insert a block with it’s right arm into the base

of the left end-effector. We used 20 timesteps to reach the target and the samples were taking

with 0.5 Hz frequency.

Figure IV.8: Noise added at timestep 10 with detector and dynamics model detecting it

Baxter peg insertion task

Setting/Model in:5, out:1 in:5, out:3 in:3, out:3 in:3, out:5

Plain policy 1.55 1.55 1.55 1.55

Policy with noise 2.59 2.61 2.79 2.68

With predicted actions 1.42 1.71 1.68 1.96

number of parameters 15781 16143 18584 18932

Table IV.3: The policy cost comparisons for the Baxter block insertion task with different

number of input and output timesteps
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(a) 5-to-1 LSTM (b) 5-to-3 LSTM

(c) 3-to-3 LSTM (d) 3-to-5 LSTM

Figure IV.9: The distance between the original policy trajectory with the trajectory that has

noisy observations and the trajectory with predicted actions utilized for the Baxter peg insertion

task.

In the figure IV.8 we feeded biased Gaussian noise with mean 10 and variance 1 at timesteps

8 and 18. From the figure it can be noticed that the dynamics model predictions have high

deviations from the actual states. This due to the fact that, although the policy has converged,

the dynamics model and linear Gaussian controllers have not. Nevertheless this dynamics model

can still be useful and it is able to capture high deviations in the measurements which can be

seen from the figure figure IV.8. This is one of the main reasons why we employ the proposed

detector, since for the cases when the dynamics model has not fully converged there might be

too many false positives. Also it is worth noting that even though the dynamics in this case

does not represent true model, it is still capable of detecting high discrepancies if the noisy

measurement is detected. Using this method we detected all the given noisy observations.

We have trained 4 LSTM networks similarly to the simulated counterparts. The networks

trained well enough and produced the actions similar to the original policy. As it is seen from

the figure IV.9 we see that using the predicted actions mitigate the problem of very abrupt
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movements, because of the actions that are calculated based on the noisy measurements.
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Chapter V

Conclusion

In this work, we developed an algorithm that can deal with the situations when the robot’s

sensors experience high disturbances in the measurement readings. We developed method with

a simple detector that detects these discrepancies in the measurements and together with a

novel network that plans actions in advance it avoids using actions computed based on the

noisy observations that might damage the environment, the robot itself and possibly make

injuries to humans. In this thesis work we compared different LSTM networks and investigated

the efficiency of the detectors to detect these discrepancies. We proved the hypothesis Deep

Learning algorithms can plan ahead future actions to mitigate these kind of problems.
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